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A data-driven perspective on graph 
problems
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Problem instances may follow a distribution.

Graphs from the same application may share recurring patterns
in their structure, features, or weights.

Past instances can therefore contain useful information
for solving new instances.



Learning from past instances
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Machine learning can capture recurring patterns.

Training: learn from examples of graph instances
and their solutions or outcomes.

Use: apply the learned model to help solve new instances
from a similar setting.



The challenge: learning from graph data
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The connections are part of the input.

Graphs can have different numbers of nodes and edges.

Nodes have no natural ordering. Renaming them should
not change the meaning of the graph.

A useful model must capture both attributes and relationships.
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Given an input graph, extract node, link 
and graph-level features, learn a model 
(SVM, neural network, etc.) that maps 
features to labels.
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Feature 
Engineering

Representation Learning --
Automatically 

learn the features



Graph Representation Learning

vector

𝑓: 𝑢 → ℝ𝑑

ℝ𝑑

Feature representation

node
𝑢
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Goal: Efficient task-independent feature learning for
machine learning with graphs

𝐺, 𝑋௙௘௔௧, 𝐸௙௘௔௧ → 𝐻



Graph neural networks
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Neural networks designed to learn from graphs.

Input: graph structure, with optional node and edge features.

Core idea: nodes combine their own information
with information from their neighbors.

Output: learned representations for prediction
or for guiding a graph algorithm.



9

The Basics: Graph Neural 
Networks

Based on material from:
• Hamilton et al. 2017. Representation Learning on Graphs: Methods and 

Applications. IEEE Data Engineering Bulletin on Graph Systems.
• Scarselli et al. 2005. The Graph Neural Network Model. IEEE Transactions 

on Neural Networks. 



Setup
• Assume we have a graph G:

• V is the vertex set.
• A is the adjacency matrix (assume binary).
• X ∈ R𝒎×|𝑽| is a matrix of node features.

• Categorical attributes, text, image data
• E.g., profile information in a social network.

• Node degrees, clustering coefficients, etc.
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Neighborhood Aggregation
• Key idea: Generate node embeddings based on local 

neighborhoods. 
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Neighborhood Aggregation
• Intuition: Nodes aggregate information from their 

neighbors using neural networks
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Neighborhood Aggregation
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Every node defines a unique 
computation graph?

• Intuition: Nodes aggregate information from their 
neighbors using neural networks



Neighborhood Aggregation
• Nodes have embeddings of features at each layer.
• Model can be arbitrary depth.
• “layer-0” embedding of node 𝑢 is its input feature, i.e. 𝑥𝑢.
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Layer-2

Layer-1
Layer-0



Neighborhood Aggregation
• Key distinctions are in how different approaches 

aggregate information across the layers.
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???

?

?

?

what’s in the box!?



Neighborhood Aggregation
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 Basic approach: Average neighbor information 
and apply a neural network.

1) average messages 
from neighbors 

2) apply neural network



average of neighbor’s 
previous layer embeddings

The Math
• Basic approach: Average neighbor messages and 

apply a neural network.
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Initial “layer 0” embeddings are 
equal to node features

kth layer 
embedding of v

non-linearity (e.g., 
ReLU or tanh)

previous layer 
embedding of v
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Training the Model
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Need to define a loss function on the 
embeddings, L(zu)!

 How do we train the model to generate “high-
quality” embeddings?



Training the Model

• After K-layers of neighborhood aggregation, we get output 
embeddings for each node.

• We can feed these embeddings into any loss function and run 
stochastic gradient descent to train the aggregation parameters. 
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trainable matrices 
(i.e., what we learn) 



Training the Model

• Train in an unsupervised manner using only the 
graph structure.

• Unsupervised loss function can be, e.g.,
• Random walks (node2vec, DeepWalk)
• Matrix factorization
• i.e., train the model so that “similar” nodes have similar 

embeddings.
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Training the Model
• Alternative: Directly train the model for a 

supervised task (e.g., node classification):
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Human or 
bot?

Human or 
bot?

e.g., an online social 
network 



Training the Model
• Alternative: Directly train the model for a 

supervised task (e.g., node classification):
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output node 
embedding

classification 
weights

node class label

Human or 
bot?



Overview of Message-Passing Neural Network 
(MPNN) Design
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1) Define a neighborhood 
aggregation function.
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(3) Update
(2) Aggregation
(1) Message

MPNN Layer 1

MPNN Layer = Message + Aggregation + Update
• Different instantiations under this perspective
• GCN, GraphSAGE, GAT, …

An MPNN Layer



 (1) Message: each node computes a message

 (2) Aggregation: aggregate messages from neighbors

 (3) Update: adds expressiveness

An MPNN Layer
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Overview of MPNN Design
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2) Define a loss function on the 
embeddings, L(zu)



Overview of MPNN Design
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3) Train on a set of nodes, i.e., a batch 
of compute graphs



Overview of MPNN Design
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4) Generate embeddings for nodes as 
needed

Even for nodes we never 
trained on!!!!



Inductive Capability
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 The same aggregation parameters are shared 
for all nodes.

 The number of model parameters is sublinear
in |V| and we can generalize to unseen 
nodes!



Inductive Capability
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train with snapshot new node arrives
generate embedding 
for new node

Many application settings constantly encounter previously unseen nodes.
e.g., Reddit, YouTube, Google Scholar, ….

Need to generate new embeddings “on the fly”



Inductive Capability
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Inductive node embedding          generalize to entirely unseen graphs

e.g., train on protein interaction graph from model organism A and generate 
embeddings on newly collected data about organism B

train on one graph generalize to new graph



MPNN and One-dimensional 
Weisfeiler–Leman (1-WL) test
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1-WL test

• A graph-theory algorithm used to check if two graphs are structurally 
identical (isomorphic) through iterative color refinement

• Two graphs are isomorphic if a relabeling of vertices preserves 
adjacency.

• Not a complete isomorphism test
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The 1-WL test: replace each local signature by a color
A color is a symbolic label; HASH assigns a unique label to each distinct signature.

Graph neural networks • Expressive power 3

cᵥ⁽ᵗ⁺¹⁾ = HASH( cᵥ⁽ᵗ⁾ , multiset{ cᵤ⁽ᵗ⁾ : u ∈ N(v) } )

1. Initialize colors from node features; use one color for unlabeled graphs.

2. Update all vertices simultaneously using the same color dictionary.

3. Compare color counts across the two graphs after every round.

4. Stop when a difference appears or the color partition stabilizes.

Different histograms ⇒ non-isomorphic. No difference ⇒ inconclusive.



A worked example: color refinement on a six-node path
Each round can reveal a difference one step farther away.

Graph neural networks • Expressive power 4

Round 0: all vertices identical

Round 1: endpoints vs. interior

Round 2: three distinct positions

At round 2, vertices 2 and 3 split: {endpoint, interior} ≠ {interior, interior}.



Example 1: 1-WL distinguishes a path from a star
Start with one color in both graphs. Use a shared color dictionary across the two graphs.

Graph neural networks • Expressive power 4

Path P₄ · final colors Star K₁,₃ · final colors

A B B A D

C C

C

Final counts (A, B, C, D):     Path = (2, 2, 0, 0)     Star = (0, 0, 3, 1)

Round 1 distinguishes degrees. Round 2 separates path endpoints from star leaves.

The joint color partition is then stable; “final” refers to these stable classes.

Different final color counts ⇒ the graphs are not isomorphic.



Example 2: a cycle and two triangles remain indistinguishable
All six vertices have the same initial feature. Every vertex has exactly two neighbors.

Graph neural networks • Expressive power 5

Cycle C₆ · final colors Two triangles · final colors

A

A

A

A

A

A A

A A

A

A A

Final count: A × 6 Final count: A × 6

Every round: identical self-color + two identical neighbor colors. No color class ever splits.

Same final counts ⇒ inconclusive. These graphs differ: connected vs. disconnected.



MPNN has the equivalent power of 1-WL
From repeated neighborhood summaries to a precise expressivity result

Graph neural networks • Expressive power 1

Upper bound

MPNNs cannot exceed 1-WL.

Matching the bound

Injective MPNNs can match 1-WL.

“Equivalent power” means graph distinguishability—not accuracy or training success.



What does “power” mean?
Can the method assign different representations to two non-isomorphic graphs?

Graph neural networks • Expressive power 2

Graph isomorphism

An invariant graph representation must 
be unchanged by a vertex relabeling.

Distinguishing graphs

An MPNN distinguishes G and H when 
their graph embeddings differ.

1-WL distinguishes them when their 
color-count histograms differ in some 
round.

Same representation does not imply same graph.



An MPNN performs the same kind of local update
For clarity: simple undirected graphs, shared deterministic layers, and no extra structural identifiers.

Graph neural networks • Expressive power 6

hᵥ⁽ᵗ⁺¹⁾ = UPDATEₜ( hᵥ⁽ᵗ⁾ , AGGₜ( multiset{ hᵤ⁽ᵗ⁾ : u ∈ N(v) } ) )

1-WL

Discrete colors

Exact encoding of local signatures

MPNN

Learned vectors

Learned encoding of local signatures

One message-passing layer corresponds to one refinement round.



When can an MPNN match 1-WL?
Preserve every distinction instead of compressing different signatures together.

Xu et al., ICLR 2019, Theorem 3 • https://arxiv.org/abs/1810.00826 10

1 · Initial encoding

Distinct input labels 
receive distinct vectors.

2 · Local update

Different pairs of self-
vector and neighbor 
multiset receive different 
outputs.

This is injectivity.

3 · Graph readout

Different multisets of 
node vectors receive 
different graph 
embeddings.

With enough layers and injective functions: MPNN distinguishability = 1-WL.



GIN: a neural architecture motivated by this result
Graph Isomorphism Network

Xu et al., ICLR 2019, §4.1, Eq. 4.1 • https://arxiv.org/abs/1810.00826 13

hᵥ⁽ᵗ⁺¹⁾ = MLPₜ( (1 + εₜ) hᵥ⁽ᵗ⁾ + ∑ᵤ∈N(v) hᵤ⁽ᵗ⁾ )

Sum retains multiplicity; the self-term distinguishes the center’s role.

The MLP learns how to encode the resulting local signature.

The theory uses suitable encodings and injective functions on the 
domain.

A trained finite model is not automatically injective.

The theorem is a capacity result, not a guarantee about every trained GIN.
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Graph Convolutional Networks

Based on material from:
• Kipf et al., 2017. Semisupervised Classification with Graph Convolutional 

Networks. ICLR.



Graph Convolutional Networks
• Kipf et al.’s Graph Convolutional Networks (GCNs) are a 

slight variation on the neighborhood aggregation idea:
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Graph Convolutional Networks
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same matrix for self and 
neighbor embeddings

per-neighbor normalization

Basic Neighborhood Aggregation

GCN Neighborhood Aggregation
VS.



Graph Convolutional Networks
• Empirically, they found this configuration to give the best 

results. 
• More parameter sharing.
• Down-weights high-degree neighbors.
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use the same transformation matrix 
for self and neighbor embeddings

instead of simple average, 
normalization varies across 

neighbors
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GraphSAGE

Based on material from:
• Hamilton et al., 2017. Inductive Representation Learning on Large Graphs. 

NIPS.



GraphSAGE Idea
• So far we have aggregated the neighbor 

messages by taking their (weighted) average, 
can we do better?
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???

?

?

?



GraphSAGE Idea
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Any differentiable function that 
maps set of vectors to a single 
vector.



GraphSAGE Differences
• Simple neighborhood aggregation:

• GraphSAGE:

54
generalized aggregation

concatenate self embedding and 
neighbor embedding 



GraphSAGE Variants
• Mean Aggregator:

• Pooling Aggregator
• Transform neighbor vectors and apply symmetric vector 

function.

• LSTM Aggregator:
• Apply LSTM to random permutation of neighbors.
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element-wise mean/max

https://arxiv.org/abs/1706.02216
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Gated Graph Neural Networks

Based on material from:
• Li et al., 2016. Gated Graph Sequence Neural Networks. ICLR.



Neighborhood Aggregation
• GCNs and GraphSAGE generally only  2-3 layers deep.
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Neighborhood Aggregation
• But what if we want to go deeper?
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INPUT GRAPH

TARGET NODE B

D

E

F

C
A

A

D

B

C …..

…
..

10+ layers!?



Gated Graph Neural Networks
• How can we build models with many layers of 

neighborhood aggregation?
• Challenges:

• Overfitting from too many parameters.
• Vanishing/exploding gradients during backpropagation. 

• Idea: Use techniques from modern recurrent neural 
networks! 
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Gated Graph Neural Networks
• Idea 1: Parameter sharing across layers.

60

same neural network 
across layers



Gated Graph Neural Networks
• Idea 2: Recurrent state update.
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RNN module
RNN module!



aggregation function 
does not depend on k

The Math
• Intuition: Neighborhood aggregation with RNN state 

update.
1. Get “message” from neighbors at step k:

2. Update node “state” using Gated Recurrent Unit 
(GRU). New node state depends on the old state 
and the message from neighbors:

62



Gated Graph Neural Networks
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Gated Graph Neural Networks

• Can handle models with >20 layers.
• Most real-world networks have small diameters (e.g., less 

than 7).
• Allows for complex information about global graph 

structure to be propagated to all nodes.
64

RNN module



GAT (Graph Attention Networks)

• Input: node features
• Calculate energy:
• Attention score (over the neighbors)
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https://arxiv.org/pdf/1710.10903.pdf



GAT (Graph Attention Networks)
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GIN (Graph Isomorphism Network)

• A GNN can be at most as powerful as WL isomorphic test
• Theoretical proofs were provided
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https://openreview.net/forum?id=ryGs6iA5Km



GIN (Graph Isomorphism Network)
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 Sum instead of mean or max
 MLP instead of 1-layer
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Subgraph Embeddings

Based on material from:
• Duvenaud et al. 2016. Convolutional Networks on Graphs for Learning 

Molecular Fingerprints. ICML.
• Li et al. 2016. Gated Graph Sequence Neural Networks. ICLR.



(Sub)graph Embeddings
• So far we have focused on node-level embeddings…
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(Sub)graph Embeddings
• But what about subgraph embeddings?
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Approach 1
• Simple idea: Just sum (or average) the node embeddings

in the (sub)graph

• Used by Duvenaud et al., 2016 to classify molecules based 
on their graph structure.
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Approach 2
• Idea: Introduce a “virtual node” to represent the 

subgraph and run a standard graph neural network.

• Proposed by Li et al., 2016 as a general technique for 
subgraph embedding.
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Part 3: 
Resources



Tools

• PyG: the ultimate library for Graph Neural Network
• https://www.pyg.org/
• https://github.com/pyg-team/pytorch_geometric

• Docs: https://pytorch-geometric.readthedocs.io/en/latest/
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Tools

• Deep Graph Library (DGL): Easy deep learning for graphs
• https://www.dgl.ai/
• https://github.com/dmlc/dgl

• Tutorial: https://docs.dgl.ai/tutorials/blitz/index.html
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Examples

• Unsupervised Neighbour Prediction by GraphSAGE
• https://github.com/pyg-

team/pytorch_geometric/blob/master/examples/graph_sage_unsup.py
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Examples

• Link Prediction by GraphSAGE
• https://github.com/dglai/KDD20-Hands-on-Tutorial/blob/master/3-

basics/3_link_predict.ipynb
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