Machine Learning Basics
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* Supervised learning

* Unsupervised learning

* Semi-supervised learning
* Reinforcement learning

* Self-supervised learning
* Meta learning



* Given examples of a function (X,Y = f (X))

* Estimate function f(X) to predict Y for new examples X
e Discrete Y: Classification
* Continuous Y: Regression



Supervised learning

* Would like to do prediction:

estimate a function f(x) so that y = f(x)
Y
* Where y can be:
o |r

* Real number: Regression
* Categorical: Classification

Training and test set

e Data is labeled: Estimate y = f(x) on X, Y.

* Have many pairs {(x, y)} Hope that the same f{(x)
« X...vector of binary, categorical, real valued features /S0 wWorks on unseen X', Y
e y..class: {+1, -1}, or a real number

Jure Leskovec, Stanford CS246: Mining Massive Datasets,

9/27/2026 http://cs246.stanford.edu



Supervised learning - Training

* Notation
* Features
» Targets/labels
* Predictions
 Parameters

=<K X

Target values

Program (“Learner”)

Characterized by
some “parameters” @

Procedure (using 6)
that outputs a predictior

—

Learning algorithm

Change 6
Improve performance




Underfitting and overfitting

Error on Test Data
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Linear Regression



Linear regression

* Given an input x we would like to
compute an outputy

* For example:
- Predict height from age

- Predict Google's price from
Yahoo's price

- Predict distance from wall from
Sensors




Linear regression

* Given an input x we would like to
compute an outputy

* |In linear regression we assume thaty
and x are related with the following
equation:

Observed values
What we are

trying to predi(;\ ]

y=f(x)=wy+wx

where W, W1 are parameters

Y




Linear regression

« Our goal is to estimate wy, w; from a
training data of < x(©,y(® > pairs

» Optimization goal: minimize squared error
(least squares):

argmin,, . z(y(i) — Wy — wyx)?
i




Linear Regression: Model

n features

/
* f(x) =605+ 601x1 +6,x, + -+ 0,x,

* Define “feature” x, = 1, then
* fo(x) =0"x =0 -x=0x
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Linear Regression: Loss Function

* m examples in the data: (D, y(), (@, y(2)), ... (™), 5,(m)
e Loss function (squared error)

m

J(6) = %Z (y® - fo(x®))’
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Linear Regression: Optimization




Gradient descent

* Want to find parameters which minimize the loss

o J(6)



Gradient descent in more dimensions

* Gradient vector
. _(9J(6) 9j(8)
Vj(®) _(690 ' 960, ' ) 90

* Indicates direction of steepest ascent

* (negative = steepest descent)




Gradient descent

* |nitialization

* Step size Initialize 6
e Can change as a function of iteration Do {
» Gradient direction 0 —60—alj(o)

« Stop condition } while (stop condition)
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